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Abstract

This paper presents a new problem for the standard semantics for ‘all’ and ‘every’ on which
‘every F is G’ and ‘all Fs are Gs’ are true just in case the set of things that satisfy ‘F’ is a subset
of the set of things that satisfy ‘G’. I argue that the standard semantics makes highly counter-
intuitive predictions about what credences it is rational to adopt in a generalisation ‘every F
is G’ when we are confident but not certain that nothing is F. I show how, unlike the better
known counterintuitive result that if nothing is F, ‘every F is G’ is true, this problem cannot
be avoided by appealing to pragmatic principles, nor by rejecting some orthodox principles
about the relationship between credences and propositions.

1 Introduction

The standard semantics for the determiners ‘all’ and ‘every’ takes a sentence like

(1) All MPs (Every MP) completed security training

to be true just in case the restrictor (‘MP’) denotes a set that is a subset of the set denoted
by the scope (‘completed security training’), or equivalently just in case there is no MP who
didn’t complete security training.1 Since the empty set is a subset of every set, this semantics
makes true every universal generalisation whose restrictor is empty (i.e. denotes the empty
set) such as:

(2) Every living person born before 1900 is a billionaire

This is counterintuitive, since (2) sounds odd, not true. Defenders of the standard semantics
argue that it really is true, but it sounds odd because it triggers the obviously false presupposi-
tion that its restrictor is not empty (Reinhart, 2004; Geurts, 2007). Asserting (2) is therefore
like saying ‘Dan was foolish – he didn’t know that Paris is in Germany’.2

1 Barwise & Cooper (1981); Montague (1973); Mostowski (1957); Reinhart (2004); Geurts (2007); the Stan-
dard semantics is usually adopted as part of generalised quantifier theory, the standard semantic account of
quantifiers.

2 This is distinct from the view that universal generalisations are undefined when empty. See e.g. Belnap
(1970); de Jong & Verkuyl (1984); Diesing (1992). The standard semantics says that they are true but infelicitous,
rather than infelicitous because undefined, as the rival view says.
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In this paper I will argue that the standard semantics is vulnerable to a related problem
which cannot be answered pragmatically. The problem concerns our evaluations of universal
generalisations under a specific kind of uncertainty, namely uncertainty about whether their
restrictors are empty. I will argue that the standard semantics makes highly counterintuitive
predictions about the plausibility and probability of generalisations under these conditions,
and that no pragmatic means are available to avoid these predictions. In the next section I
will discuss this phenomenon, before showing in the final section why the standard semantics
cannot account for it.

2 Uncertainly Empty Generalisations

The standard semantics cannot explain how we treat universal generalisations when we are
uncertain whether their restrictors are empty. My argument for this claim is simple: there is
a pattern of use here that the standard semantics does not predict, and cannot explain away
pragmatically. In this section I will explain this pattern of use and why the standard seman-
tics doesn’t predict it, before fending off some potential objections about the pattern of use
itself. In the following section I will reject some arguments that aim to show that the standard
semantics can explain away this pattern and thus defuse it as an objection.

My first claim is this: we can adopt credences in generalisations whose restrictors we are
not sure apply to anything, and there are rational constraints on these credences. Call a gen-
eralisation uncertainly empty for an agent when this is so. We can be more or less confident in
generalisations that are uncertainly empty for us. Given our other credences, it can be rational
to have a high or low credence in a generalisation, and correspondingly it can be irrational to
have a low or a high credence in it. Here are some examples to motivate the idea. You realise
that you left the oven on, but you can’t remember if you took out all of the biscuits first. It
is rational for you to adopt a high credence that every biscuit still in the oven is burned; it is
irrational for you to adopt a high credence that every biscuit still in the oven is uncooked. You
think there might have been Green candidates in the previous council election, but you’re not
sure. It is not rational for you to adopt a high credence that every Green candidate supported
tax cuts for the wealthy; rather it’s rational for you to adopt a low credence in this claim.
You’re not sure if there will be any latecomers to the concert, but it is rational for you to be
confident that all latecomers will only be let in after the interval, and you would be irrational
to be confident that all latecomers will have a good excuse. And so on. It is possible to adopt
credences in uncertainly empty generalisations, and some of these credences are more rational
than others.

Defenders of the standard semantics may deny that we can or should adopt credences in
uncertainly empty generalisations. I will address this objection at length in §3.1. For now let
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me clarify my claim. I am not saying that uncertainly empty generalisations are always as-
sertable. Many are not. What I am saying is that we can adopt credences in them. Many prag-
matically unassertable sentences are fine candidates for credence. So it’s the default view that
we can adopt credences in uncertainly empty generalisations. Given the standard semantics,
it would be surprising if this were not so: generalisations express straightforward proposi-
tions about subset relations, which can be evaluated even when we’re uncertain whether the
alleged subset is empty. So I’ll proceed under the assumption that we can adopt credences in
uncertainly empty generalisations, before replying to some opposing arguments in §3.1.

Given this, here’s my primary claim: it is sometimes rational simultaneously to adopt low
credence in a universal generalisation while having high credence that it is empty. Suppose
I am very confident, though not absolutely sure, that no one will show up to my restaurant
for lunch today; some big event is going on that’s almost certainly going to draw away all my
potential customers. It seems rational for me to adopt low credence in the following sentences:

(3) (a) Every customer who comes to the restaurant will order steak
(b) Every customer who comes to the restaurant will climb in through the window
(c) Every customer who comes to the restaurant will order nothing but spend an

hour looking at the menu

In other words, the fact that a generalisation is likely to be empty does not demand high
credence in it.

The problem for the standard semantics is that it violates this prediction. The standard
semantics has it that every empty generalisation is true. So the more confident I am that a
generalisation is empty, the more confident I should be that it is true. So it will never be
rational to have a low credence in a generalisation you are confident is empty. And as we’ve
seen this prediction seems completely wrong. There is no need for me to have high credence
in the above claims just because I am confident that no one will show up for lunch. And there
is nothing special about the above cases; it is easy to generate similar ones.

Consider Lance the metal detectorist, who starts searching a field with high confidence
that he’ll find something. After fruitlessly searching most of the field, he is interrupted by
a thunderstorm, and leaves. He is now fairly confident, but not certain, that there are no
artefacts in the field. What credence should Lance adopt in (4)?

(4) Every artefact in the field is worth at least a million pounds

Lance presumably begins his search with very low credence in (4). If the standard semantics
is right, he ought to end his search with high credence in it, because he now has high credence
that there are no artefacts in the field; this forces him to have at least that credence in (4).
Indeed, his credence in (4) should have been steadily increasing as he became more confident
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that no artefacts were to be found. (Even worse, his credence that every artefact in the field is
worth nothing should also have been increasing!) But given what he knows, Lance is clearly
rational not to be highly confident in (4).

3 Objections

The above argument relies on two standard principles about rational credences in sentences
and propositions:

Sentence Credence S should have credence n in A iff S’s credence in the propo-
sition A expresses is n

Probability A rational thinker’s credences should be probability functions, i.e.
they should satisfy the classical probability axioms.

The standard semantics only produces its predictions about uncertainly empty generalisa-
tions given these two principles, so perhaps it can be saved if we reject one of them.3 I will
now argue that there’s no plausible strategy of this kind.

3.1 Credences and Sentences

Let’s start with Sentence Credence. Here are some principles the defender of the standard
semantics might try to use to neutralise the argument above, all of which are inconsistent
with Sentence Credence:

(A) You should only have a credence in ‘all Fs are Gs’ if you believe that there are Fs
(B) Rational credence in ‘all Fs are Gs’ is only defined if your credence that there are Fs is

sufficiently high
(C) Your credence in ‘all Fs are Gs’ shouldn’t be higher than your credence that there are

Fs4

If one of these is true, the standard semantics needn’t make its bad predictions.5

Let’s consider these principles in reverse order. Principle (C) blocks the bad predictions
from earlier, but produces others. Suppose I think it’s unlikely any customers will show up
today. (C) tells me that I must have low confidence that every customer who does show up

3 Thanks to an anonymous reviewer for raising this point.
4 Thanks to Andy Egan for this suggestion.
5 Does the standard semantics have to make any predictions at all? We could just deny Sentence Credence

and thus sever semantics from psychology. But it is not clear why we should do this, especially not just to fend
off the above argument. Indeed, principles like Sentence Credence are typically assumed as part of the orthodox
philosophical approach here; see e.g. Bradley (2012); Rothschild (2013, 2015). Moreover, as I will point out later,
this debate has a close relative in the debate about conditionals, where semantics and psychology are intertwined
as they so often are. Thanks to an anonymous reviewer for raising this possibility.
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will be a human being, that every customer who shows up will enter through the (only) door,
and so on. (C) is too extreme. And it is hard to see why it would be true, if the standard
semantics is right.

Principle (B) does not help the standard semantics. For even if it is true, we can argue as
follows:

(S1) If a proposition X entails another proposition Y, then your credence in X should not
exceed your credence in Y

(S2) If rational credence in S is defined, it should be the same as your credence in the propo-
sition S expresses

(S3) Therefore, if [nothing is F] entails [all Fs are Gs], then if your credence in ‘all Fs are Gs’
is defined, it should not be lower than your credence in ‘nothing is F’.

(S4) Therefore, if the standard semantics is true, then you should not have a defined cre-
dence in ‘all Fs are Gs’ that is lower than your credence in ‘nothing is F’

The standard semantics and principle (B) imply that so long as your credence that something
is F is sufficiently high, your credence in ‘all Fs are Gs’ still cannot be lower than your credence
that nothing is F. But this is still problematic; in the cases outlined above, we can just adjust
the relevant credences. This is nicely illustrated by asking what ‘sufficiently high’ means. The
higher it is, the less plausible (B) becomes, since the phenomenon of uncertainly empty gener-
alisations includes cases where we have low credence that there are Fs. But even if the require-
ment is very high, (B) still produces counterintuitive results. If my credence that someone will
order an orange juice is 0.9, (B) says that I must have a credence of at least 0.1 that everyone
who orders an orange juice will suddenly explode. That’s absurd.

Let’s now consider principle (A), which denies that we can adopt credences in uncertainly
empty generalisations. Why would (A) be true? The only source of an answer to this ques-
tion, as far as I can see, is the standard semanticist’s claim that universal generalisations trigger
the pragmatic presupposition that they are non-empty.6 Call this the pragmatic claim. This
explains why uncertainly empty generalisations often sound awkward or defective. However,
as I will now argue, there are two problems here. First, it’s doubtful that the pragmatic claim
supports (A). Second, the pragmatic claim is false in some cases, cases to which my primary
argument still applies.

First, why would the pragmatic claim support (A)? It is not true in general that uncer-
tainty about a sentence S’s pragmatic presupposition P prevents us adopting a credence in
S itself. Many true sentences have false pragmatic presuppositions. Consider the following
three sentences and their pragmatic presuppositions:

6 Anecdotally, this is the response I have encountered in discussions with defenders of the standard seman-
tics.
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(5) (a) It wasn’t Rose who ate the cake
(b) Sam doesn’t know that Rose likes cake
(c) Rose didn’t regret eating the cake

(6) (a) Someone ate the cake
(b) Rose likes cake
(c) Rose ate the cake

Suppose I’m fairly sure, but not certain, that no one ate the cake, that Rose hates cake, and
that Sam hasn’t met Rose. I am therefore uncertain about each presupposition, But I can
still have high credence in each sentence. In fact, suitably low credence in the presuppositions
will support me having high credence in each sentence. Note again that this is not a matter of
assertion: it may still be odd to assert the (5)s. But it is clear that I should have high credence in
them, and think them likely to be true. Nothing stops us having credences in odd-sounding
sentences. There’s no reason why this shouldn’t hold for universal generalisations and their
non-emptiness presuppositions, if the standard semantics is right.

Perhaps when I’m uncertain about the (6)s, evaluating the (5)s is really evaluating condi-
tionals:7

(7) (a) If someone ate the cake, it wasn’t Rose who ate the cake
(b) If Rose likes cake, Sam doesn’t know that Rose likes cake
(c) If Rose ate the cake, Rose didn’t regret eating the cake

This supports the idea (on which more in a moment) that evaluating an uncertainly empty
generalisation ‘all Fs are Gs’ is really evaluating a conditional ‘if there are Fs, all Fs are Gs’.
However, it is not plausible in general that evaluating a sentence in such a case is evaluating
the corresponding conditional.8 For instance, this cannot be true for (5a) and (7a). Suppose I
am doubtful whether anyone ate the cake, but highly confident that Rose is the only person
who could have done so. Then I will have high credence in (5a), but low credence in (7a);
these two sentences are not equivalent. So here we have no general support for the suggested
shift in attention to conditionals.

An alternative strategy is to directly argue that what look like credences in uncertainly
empty generalisations are really credences in related sentences that do not pragmatically pre-
suppose non-emptiness, such as ‘any’ generalisations and conditionals.9 After all, (8b) and
(8c) sound much more natural than (8a):

(8) (a) I’m not sure if there are biscuits in the oven, but all biscuits in the oven are burned
7 Thanks to an anonymous reviewer for this suggestion.
8 See e.g. Yablo (2006, pp.175-8) for a related discussion.
9 Thanks to an anonymous reviewer for this suggestion.
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(b) I’m not sure if there are biscuits in the oven, but any biscuits in the oven are
burned

(c) I’m not sure if there are biscuits in the oven, but if there are, they are all burned.

One important note before we examine this closely: the argument I’ve made above challenges
a subset semantics for ‘any’. It is not plausible that high confidence that I didn’t leave any
biscuits in the oven requires me to be confident that any biscuit I did leave is uncooked. This
in itself is significant for the semantics of ‘any’, though I won’t discuss this further here since
‘any’ is a more complex term than ‘all’ and ‘every’.

However, this doesn’t show that we don’t, or can’t, adopt credences in the original ‘all’
and ‘every’ generalisations. Why should our uncertainty about a pragmatic presupposition
prevent us taking up a credence in an awkward sounding sentence? Indeed, if it were impossi-
ble to adopt a credence in an uncertainly empty generalisation, this would seem like evidence
against the standard semantics. A view on which empty generalisations make no claim about
the world and have no truth-value would be better positioned to explain this phenomenon.10

Finally on this first point, Lappin and Reinhart (1988) argue that for certainly empty gen-
eralisations, evaluation ‘stalls’ when we try to ‘scan’ the empty set corresponding to the restric-
tor. Could this explain why we can’t adopt credences in an uncertainly empty generalisation?
I don’t think so. First, this account is controversial (see e.g. Lasersohn 1993, pp.117-120), es-
pecially since we often happily ‘scan’ the empty set (consider e.g. ‘no unicorn rules France’).
Second, it doesn’t clearly apply to uncertainly empty generalisations, since in this case we do
not know whether we’re scanning an empty set. But most importantly, it’s still unclear how
this would explain anything more than the pragmatic oddness of uncertainly empty general-
isations, rather than making it impossible to take up rational credences in them.

My second point in reply is that the pragmatic claim, while plausible in many cases, is not
true for all uncertainly empty generalisations. There are contexts in which the following are
assertable:11

(9) (a) She’d better be careful not to drop any glasses – every glass she drops will come
out of her wages.

(b) Make sure you keep a few spare programmes; we don’t know if there will be late-
comers, but everyone who does show up late will want a programme.

(c) I hope there’s no one left in that building – everyone still inside will be dead by
now. Everyone who survived will need urgent treatment.

(d) She’s using AI on her essay – every reference it prints will be made up
(e) All Higgs bosons have zero spin.

10 See e.g. Belnap (1970); de Jong & Verkuyl (1984); Diesing (1992).
11 Some of these examples are adapted from von Fintel (2004, p.2)
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(f) Every previous English pope was male.
(g) All previous English popes were popes.
(h) All previous English popes were English.

We cannot block credences in these on the grounds that they are unassertable. But moreover,
if principle (A) were right, we couldn’t take up credences in these sentences, assertable or not.
The standard semantics would make this a mystery.

This debate is straightforwardly analogous to the debate about indicative conditionals.12

The material interpretation infamously requires me to have high credence in any conditional
in whose antecedent I have a low credence. Nobody thinks that appeals to pragmatics that
may help in other cases (see e.g. Grice 1989) can avoid this problem. The same thing is hap-
pening here. The standard semantics entails that in general the more confident I am that ‘F’
is in fact empty, the more confident I should be in every generalisation whose restrictor is
‘F’. This does not concern assertability but rational acceptance and belief. It is hard to see
how appeals to pragmatics could block this argument, how the non-emptiness presupposi-
tion might ‘interfere’ with our credences in generalisations in a way that blocks the principle
Sentence Credence.

3.2 Entailment

An alternative strategy is to deny Probability, the other pillar of the orthodox framework, by
denying a consequence of it:

Entailment For any propositions X and Y: If X entails Y, your credence in X
should not exceed your credence in Y

It is this principle that requires me to have high credence that all Fs are Gs whenever I have low
credence that something is F. But we might argue that it is too demanding. It requires me to
accept every logical consequence of everything I accept, even if I’m not aware that it is a logical
consequence in the first place. This includes necessary truths, which are logical consequences
of everything. But if we reject Entailment, we may have room to adopt the standard semantics
without the bad predictions from earlier.

However, even if Entailment is too demanding, it’s likely that there is a plausible weak-
ened constraint on credences that would still apply here. For surely entailment relations some-
times impose constraints on rational credences. On the standard semantics, the entailment
between ‘nothing is F’ and ‘all Fs are Gs’ is a good candidate for such a case: two simple, typ-
ically contingent sentences, where the first obviously entails the second. If entailment poses
any constraint on rational credences, it will do so here. Again, consider conditionals. The

12 See e.g. Edgington (1995) for the analogous argument.
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material interpretation cannot avoid requiring requiring your credence in ‘if P then Q’ to be
at least as high as your credence in ‘not-P’, because the fact that the latter entails the former is
simple and obvious. The same should go for the standard semantics and uncertainly empty
generalisations.

4 Conclusion

So, the standard semantics produces highly counterintuitive predictions about rational cre-
dences in uncertainly empty generalisations. This flows directly from the semantics itself,
given the orthodox view about the link between credences in sentences and propositions.
The semantics makes all empty generalisations true and hence closely ties together rational
credences in a generalisation and in its emptiness. I’ve shown that this problem cannot be
dodged by appealing to pragmatic phenomena, nor by rejecting orthodox principles about
credences that facilitate these predictions.

We can also draw from this a more general, though tentative, lesson about universal gen-
eralisations. The standard semantics embodies the idea that a generalisation’s emptiness is
directly relevant to its truth, and therefore that credence in a generalisation’s emptiness is di-
rectly relevant to credences in the generalisation itself. But uncertainly empty generalisations
show us that this is wrong, since we can still evaluate such generalisations, and our credences
in them are significantly independent of our credences in their emptiness. A good seman-
tics must capture this, but the standard semantics cannot. Whether another semantics can
capture it remains to be seen.13
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